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Figure 1: Bavisitter’s visualization authoring workflow. A) The user requests a visualization to an LLM by prompting “Show me the
average yield by site.” B) The LLM generates an ineffective visualization design that uses a connection mark for encoding the
categorical attribute on the x axis. C) Bavisitter detects the design issue in the generated visualization and gives feedback to the
LLM by modifying the original prompt, e.g., appending “Change mark to bar”. As a result, the user can author visualization designs
that conform to known design guidelines and knowledge while exploiting the flexibility that the LLM provides.

ABSTRACT

Large Language Models (LLMs) have demonstrated remarkable
versatility in visualization authoring, but often generate suboptimal
designs that are invalid or fail to adhere to design guidelines for
effective visualization. We present Bavisitter, a natural language
interface that integrates established visualization design guidelines
into LLMs. Based on our survey on the design issues in LLM-
generated visualizations, Bavisitter monitors the generated visual-
izations during a visualization authoring dialogue to detect an issue.
When an issue is detected, it intervenes in the dialogue, suggesting
possible solutions to the issue by modifying the prompts. We also
demonstrate two use cases where Bavisitter detects and resolves de-
sign issues from the actual LLM-generated visualizations.

Index Terms: Automated Visualization, Visualization Tools,
Large Language Model.

1 INTRODUCTION

Natural language interfaces (NLIs) for visualization authoring [14,
22, 24, 28, 29, 32] allow the user to create a visualization by artic-
ulating their intents in natural language, lowering the visual map-
ping barrier [9]; the user can author a visualization without strong
knowledge on visualization design. Recently, with the advance of
large language models (LLMs), a few attempts have been initiated
to empower those interfaces with more flexibility and expressive-
ness by adopting LLMs [7, 19]. In contrast to previous rule-based
tokenization and parsing approaches, LLMs provide better flexibil-
ity in interpreting the user intent that is not templated in the rules,
and they are more expressive in that they can generate codes di-
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rectly, e.g., Python scripts or Vega-Lite specifications [27], instead
of resorting to pre-defined chart templates.

However, we witness that these automated and unsupervised
uses of LLMs in visualization authoring often result in suboptimal
or invalid visualization designs in terms of design knowledge and
guidelines. For example, Figure 2 shows two charts generated by
GPT-4. On the left, although the state attribute on the x axis is
nominal, the chart uses a connection mark for categorical values,
raising an expressiveness issue. On the right, there is a single-
column heatmap, which could be improved by 1) using the more ef-
fective position channel (i.e., a bar chart) and 2) using a linear color
scale instead of a diverging one. We discovered that these subtle
issues are often missed by previous visualization linters [4, 21].

To address such design issues in LLM-generated visualizations,
we present Bavisitter, a natural language visualization authoring
interface with a feedback process. Bavisitter aims to respect the
previous heuristics and guidelines for designing effective visual-
izations while keeping the flexibility and expressiveness of LLM-
based visualization authoring. The visualization authoring work-
flow in Bavisitter consists of three phases: prompting, detecting,
and resolving. In the prompting phase, the user requests a visu-
alization to an LLM, i.e., GPT-4, in natural language. The LLM
generates a visualization specification, e.g., a Vega-Lite specifica-
tion [27]. Then, in the detecting phase, Bavisitter examines the
specification and its rendered image to detect potential issues with
respect to the known design knowledge. To resolve the detected is-
sues, in the resolving phase, Bavisitter appends additional natural
language instructions as a feedback prompt to the original prompt
from the user.

The contributions of this work are two-fold:

• We elucidate the design issues in LLM-generated visualiza-
tions by investigating a corpus of 200 visualizations and

• We design a mixed-initiative visualization authoring interface,
Bavisitter, which supports the user to author visualizations
aligned with visualization design knowledge and guidelines.



Figure 2: Design issues in visualizations generated by GPT-4. Left:
a nominal attribute (state names) is shown on the x axis but a con-
nection mark is used, compromising expressiveness. Right: a quan-
titative attribute is mapped to the color channel instead of the length
channel, making the chart less effective.

2 RELATED WORK

Automated Visualization Authoring and Linting. Researchers
have attempted to systematically embed visualization design
knowledge and guidelines into the visualization authoring pro-
cess. For example, Draco [23] represented the visualization design
knowledge as explicit constraints to recommend designs that con-
form to the knowledge. In contrast, there have been deep learning-
based systems that took a more implicit approach. For example,
Data2Vis [8] and VizML [10] aim to model the visualization knowl-
edge by training deep neural networks on large amounts of human-
crafted charts; in these systems, rather than representing the design
knowledge as explicit constraints, they are learned as the weights
of the networks.

Another line of research aims to diagnose or correct potential is-
sues in visualization, i.e., visualization linter, which was initially
proposed by McNutt and Kindlmann [21]. They gathered design
guidelines from the web and prototyped a visualization linter that
automatically detects issues that violate guidelines. Recently, Chen
et al., [4] presented VizLinter that identifies the issues that make
chart specifications invalid or unable to render, which were de-
rived by combining Draco [23]’s ruleset and expert interview re-
sults. However, we investigated that LLMs create a different kind of
problem that is not covered by the above linting systems (Sec. 3.1).
To address these issues, we design Bavisitter, a mixed-initiative vi-
sualization authoring interface that resolves issues by LLMs with
feedback prompts.

Natural Language Interfaces for Visualization Authoring. Nat-
ural language interfaces (NLIs) for visualization aim to bridge
the gap between humans and visualizations. One group of stud-
ies [14, 17, 22, 24, 28, 29, 32] focuses on parsing and interpreting
the user’s utterance for visualization needs to help them author vi-
sualizations without learning design knowledge or guidelines, i.e.,
producing visualizations. Another group of studies [5, 20, 25, 30]
aims to highlight the visualization designer’s takeaways and making
them more accessible by generating natural language explanations,
i.e., consuming visualizations. However, many of these systems re-
sort to heuristics or templates, limiting their adaptability to a broad
range of visualization queries.

Large language models (LLM) can be employed to reinforce the
flexibility and expressiveness of NLIs for visualization authoring.
LIDA [7] and Chat2Vis [19] are two early prototypes that gener-
ate visualizations based on the given description on datasets (e.g.,
column names, cardinalities, data type). While these prototypes
demonstrate LLM’s capability to understand the user’s utterance
without pre-defined rules, their uses were limited to analyzing or
wrangling data. LLM-based automated agents such as Code Inter-
preter [26] design visualizations in a human-like way, generating
and executing the source code of visualizations. AVA [16] showed
that agents with multi-modal large language models could optimize
the design by adjusting the visualization’s parameters in three sce-

narios, i.e., volume rendering, scatterplots, and dimensionality re-
duction. In this work, we show our interface can be used to itera-
tively integrate design guidelines into LLMs for effective visualiza-
tion beyond tuning limited parameters.

3 BAVISITTER

While large language models (LLMs) have the potential to create
data visualizations [12], they often produce suboptimal designs that
are not aligned with established design knowledge and guidelines.
To bridge such a gap, we introduce an LLM-based visualization
authoring system, Bavisitter, which intervenes in the visualization
authoring dialogue between the user and LLM to detect and correct
design issues.

3.1 Design Issues in LLM-Designed Visualizations
To detect design issues in LLM-generated visualizations, we first
surveyed systems that detect and explicate design issues in human-
designed visualizations [4,21], but we found out that these systems
often do not capture LLM-generated design issues; LLMs rarely
make rendering issues, which existing linting systems [4, 7] had
focused on. However, issues like marks-overplotted cannot be
identified with the aforementioned linters because they examine the
specifications, not the rendered visualizations.

To enumerate design issues, we created a corpus of 590 LLM-
generated chart images. To this end, we used 59 tabular datasets
from the Vega-Datasets repository1, and we instruct GPT-4 [1] to
generate ten random visualizations for each dataset. We then ran-
domly sampled 200 chart images with 24 unique chart types from
the corpus. Two of the authors independently annotated the chart
images to identify potential design issues in each image. Finally,
we conduct a thematic analysis [3] to identify common themes in
the annotations and ensure consistency in their groupings.

Table 1 lists the design issues we identified. As a result, we
identified 23 issues from 104 improper visualizations among the
200 visualizations. There are 7 visualizations (3.5%) that had ren-
dering issues (i.e., without a mark), which we excluded from the
survey. Note that each visualization can contain more than one is-
sue. Then, we identified the issues relevant to the Expressiveness
and Effectiveness principles [18]. We also grouped the remain-
ing issues into Perception if it was relevant to visual perception,
e.g., marks-overplotted, Interpretability if it could lead mis-
interpretation, e.g., no-zero-in-position, and Legibility if it
impaired the legibility of the visualization, e.g., label-overlap.

3.2 Visualization Authoring with Feedback Prompts
Recently, several systems have been proposed that give repetitive
feedback to make LLMs perform various real-world tasks, such
as web browsing [6], coding [34], and research [11]. Inspired by
the success of these systems, we view the visualization authoring
dialogue as a three-phased workflow consisting of 1) Prompting
Phase, 2) Detecting Phase, and 3) Resolving Phase. In this sec-
tion, we outline each phase and the design choices we made for
supporting each in Bavisitter.

In the first Prompting Phase, the user requests a visualization
as a text prompt, and the LLM generates an output source code,
e.g., a Vega-Lite specification [27]. The text prompt from the user
can have different levels of specificity; for example, it can have
the most details about the requested visualization, e.g., “Show me
the average US Gross by Genre,” or it can be more ambiguous,
e.g., “Show me an interesting visualization from the given movie
dataset.” where such different levels of detail are handled by the
LLM. During the Prompting Phase, Bavisitter monitors the visu-
alization generated by the LLM to check if there is any design issue
in the visualization. Once a design issue is detected, it enters the
Detecting Phase, intervening in the dialogue.

1https://vega.github.io/vega-datasets/



Table 1: List of issues identified in the visualizations generated by GPT-4 [1].

Issue Type Code of Issue (#) Description of Issue

Expressiveness
line-for-categorical (5) A connection mark cannot be used for nominal attributes.

cat-colors-for-ordered (31)
cont-colors-for-cat (4) The color scheme does not match the attribute type.

Effectiveness

cardinality-is-one (6) Assigning a visual channel to an attribute of cardinality 1 is ineffective.
indistinct-theta (2) The angles used to encode data are not visually distinguishable.
redundant-encoding (7) Unnecessary multiple encodings are used to represent the same data.

exccessive-cardinaility (3) The cardinality of a categorical attribute is too high.

Interpretability

no-zero-in-position (3) The chart does not include zero on positional scales.
ordinal-not-sorted (2) The ordinal attribute is not sorted properly.
layered-bin-mismatch (1) Binning is inconsistent across layered histograms.

wrong-title (5) The title does not accurately reflect the specification.

Legibility

bin-is-not-nice (10) The boundaries of bins are not nice numbers.
annotations-unreadable (3) Annotations are not distinguishable from marks or backgrounds.

small-marks (2) Marks or ticks are too small.

no-legend (7)
no-labels (1)
no-ticks (1)

Ticks, labels, or legends are missing.

label-overlap (2)
annotation-overlap (3) Annotations or labels overlap each other.

Perception

shapes-with-size (3) Shapes other than circles are used to encode size.
too-many-bins (1) There are too many bins.

overplotted-marks (13) Marks are overplotted.
sparse-mark (5) The density of marks is too sparse.

In the next Detecting Phase, Bavisitter warns the user of the de-
sign issues detected by showing a summary of the issues in the mid-
dle of the dialogue (Fig. 3 B ). To this end, we identified 23 design
issues by investigating the 200 visualizations that GPT-4 generated
(Tab. 1), which can be grouped into five categories: Expressive-
ness, Effectiveness, Interpretability, Legibility, and Perception. For
example, the line-for-categorical issue is raised when a con-
nection mark is used to encode categorical attributes.

In the Resolving Phase, Bavisitter recommends possible solu-
tions to the identified design issues. Since there can be multiple
design issues or multiple solutions to a single issue, we provide a
multiple-select interface to the user where the user can opt for each
solution (Figure 3 B ). Once a solution is chosen, the detected is-
sues and a description of the solution are given to the LLM as a
feedback prompt, guiding the LLM to correct the design issue.

For example, suppose the user entered an initial prompt, “Show
me the average US Gross by Genre,” and the LLM answered a
line chart instead of a bar chart. In this case, Bavisitter raises the
line-for-categorical issue in the Detecting Phase and sug-
gests the feedback prompt to “Current visualization has issues that:
Line chart is used for the categorical attribute. Change line chart
to bar chart.” in Resolving Phase.

Different design choices are possible for detecting and resolv-
ing design issues. For example, one can use pre-defined rules and
heuristics to detect design issues [4,21,23,33], which is grounded in
visualization theories and practices. This would be the most simple
and transparent approach but can compromise generalizability. On
the other hand, one can use an automated approach by employing
LLMs by giving a prompt such as “Carefully examine the follow-
ing Vega-Lite specification and find any problems.” as in [12]. This
would provide more flexibility but there is no guarantee that these
models enumerate all possible issues.

A similar tension exists in the Resolving Phase. Modifying
a chart specification is one of the most imperative ways to cor-
rect a design issue; for example, one can change the mark at-
tribute of a Vega-Lite specification to change the chart type, i.e.,

from mark:"line" to mark:"bar". Another way is to add extra
prompts to the original prompt, e.g., “Use a bar chart.” or provide
general guidelines in the prompt, e.g., “A line chart cannot be used
for a nominal attribute on the x-axis.”

Unfortunately, each choice has trade-offs, and there is no one-
size-fits-all approach. In Bavisitter, we take a hybrid approach. In
Detecting Phase, we chose to use pre-defined heuristics to keep
the detection logic interpretable and detect design issues since we
wanted to ensure that we did not miss the issues we surveyed (de-
tailed in Section 3.1). The heuristics we developed for Detect-
ing Phase are detailed in supplementary materials. In Resolving
Phase, we chose to append the additional feedback prompt to the
original prompt with feedback prompts to exploit the generaliz-
ability of LLMs and better keep the user informed of the changes
made to their prompts by the system.

We developed Bavisitter to address the design issues identified in
Section 3.1. Although Bavisitter covers many of these issues, there
may be undiscovered design issues associated with different types
and scales of datasets (e.g., graph datasets) that were not covered in
Section 3.1. To accommodate such cases, the system can be easily
extended by registering JavaScript functions that detect issues from
visualizations and resolve issues with natural language feedback
prompts. Detailed implementations and registration procedures are
provided in the supplementary materials.

3.3 Interface Design

The user interface of Bavisitter consists of four components. In
the Chat View (Fig. 3 A ), the user can see the visualization author-
ing dialogue, including the prompts they entered or the feedback
prompts Bavisitter added. The Feedback Panel (Fig. 3 B ) below
the Chat View shows the possible solutions to the detected design
issues recommended by Bavisitter. On the right, the Chart View
(Fig. 3 C ) renders the Vega-Lite code generated by the LLM, and
the Thumbnail View (Fig. 3 D ) shows the snapshots of the gen-
erated visualizations. Bavisitter runs on a Python environment as
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Figure 3: The User Interface of Bavisitter

an IPython widget that can be easily installed via PyPI2. This de-
sign facilitates the integration with external libraries, such as Scikit-
learn, and LLMs, such as GPT [1] or LLaMA [31]. The source code
of Bavisitter is available at GitHub3.

4 USE CASES

4.1 Use Case 1: flights-airport
Suppose a scenario where a data analyst, Jason, explores the
flights-airport dataset consisting of three columns: origin,
destination, and count. To author a visualization that shows
the relative share of destinations, he requests “Show me the relative
share of destinations” (Fig. 4 A ). As a result, the LLM generates a
bar chart with destination on the x axis and the summed count
on the y axis (Fig. 4 B ). However, the bar chart has a legibility
issue in that it has too many categories on the x axis due to the
high cardinality of the destination attribute. Bavisitter automat-
ically detects the label-overlap and cardinality-excessive
issues and suggests “Rotate labels to avoid overlap.” and “Filter
20 unique values and group the rest.” as a solution (Fig. 4 C ).
Once Jason confirms the solution, the feedback prompts are given
to the LLM (Fig. 4 D ), and the LLM modifies the previous chart
with better effectiveness and legibility (Fig. 4 E ).

4.2 Use Case 2: barley
Here, Jason explores the barley dataset with four columns: yield,
variety, year, and site. To compare the average yield across
different sites, he requests “Show me the average yield by site”
(Fig. 1A). The LLM generates a line chart with site on the x axis
and average yield on the y axis (Fig. 1B). Then, Bavisitter finds
out that a connection mark is used to encode nominal values, rais-
ing an effectiveness issue, i.e., line-for-categorical, and sug-
gests using bar marks. Jason confirms the suggestion, the feedback
prompt is provided to the LLM, and the LLM updates the visual-
ization to a bar chart (Fig. 1C).

5 LIMITATIONS AND FUTURE WORK

Our system incorporates a variety of heuristic algorithms for
Detecting Phase and manually designed prompts for Resolving
Phase. These design choices aim to balance interpretability and
flexibility. However, it is important to note that these decisions
were not informed by a systematic comparison of LLMs with ex-
isting visualization tools. It would be interesting to identify the
shortcomings of LLMs in various visualization tasks and address
them by integrating well-established visualization authoring tools.
Also, our survey is limited to 59 tabular data in Vega datasets. We
plan to extend our survey to different types and scales of data (e.g.,

2pip install bavisitter
3https://github.com/jiwnchoi/Bavisitter
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Figure 4: Use Case of Bavisitter

graph data, large-scale data) to be able to generalize Bavisitter to a
wider variety of visualization tasks. Approaches like Bavisitter,
which integrate existing heuristics or tools with LLMs, necessitate
manual development of heuristics for each rule, and its impact heav-
ily relies on heuristic performance. Moreover, certain issues, such
as detecting wrong-title, are challenging to address using heuris-
tics alone. To address this issue, we plan to develop a large-scale
instruction tuning [15] dataset designed to train and evaluate the vi-
sualization literacy [2, 13] of vision-language models. Lastly, we
are also interested in evaluating our interface through a quantitative
user study to understand how our system can facilitate visualization
authoring, especially for novices.

6 CONCLUSION

In this paper, we investigate an approach to integrating estab-
lished visualization design guidelines into Large Language Mod-
els (LLMs). Despite the versatility of LLMs, they often generate
invalid or suboptimal visualizations that fail to adhere to best prac-
tices in the field. To address this, we first identified issues LLMs
raise while generating visualizations from the LLM-generated vi-
sualization corpus. Based on these issues, we designed Bavisitter, a
natural language interface optimized for generating visualizations.
Bavisitter detects the issues we identified and resolves them through
feedback prompts, guiding the LLMs toward authoring visualiza-
tions that align with established design guidelines. By two usage
examples of Bavisitter, we demonstrate how Bavisitter detects is-
sues and resolves them to follow existing design guidelines.

https://github.com/jiwnchoi/Bavisitter
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